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Abstract

We propose Taylor Series Imitation Learning (TaSIL), a simple augmentation to standard
behavior cloning losses in the context of continuous control. TaSIL penalizes deviations in the
higher-order Taylor series terms between the learned and expert policies. We show that experts
satisfying a notion of incremental input-to-state stability are easy to learn, in the sense that a
small TaSIL-augmented imitation loss over expert trajectories guarantees a small imitation loss
over trajectories generated by the learned policy. We provide sample-complexity bounds for TaSIL
that scale as O(1/n) in the realizable setting, for n the number of expert demonstrations. Finally,
we demonstrate experimentally the relationship between the robustness of the expert policy and
the order of Taylor expansion required in TaSIL, and compare standard Behavior Cloning, DART,
and DAgger with TaSIL-loss-augmented variants. In all cases, we show significant improvement
over baselines across a variety of MuJoCo tasks.

1 Introduction

Imitation learning (IL), wherein expert demonstrations are used to train a policy [Hussein et al., 2017,
Osa et al., 2018], has been successfully applied to a wide range of tasks, including self-driving cars
Pomerleau [1988], Codevilla et al. [2018], robotics Schaal [1999], and video game playing [Ross et al.,
2011]. While IL is typically more sample-efficient than reinforcement learning-based alternatives, it
is also known to be sensitive to distribution shift: small errors in the learned policy can lead to
compounding errors and ultimately, system failure [Pomerleau, 1988, Ross et al., 2011]. In order to
mitigate the effects of distribution shift caused by policy error, two broad approaches have been
taken by the community. On-policy approaches such as DAgger [Ross et al., 2011] augment the
data-set with expert-labeled or corrected trajectories generated by learned policies. In contrast,
off-policy approaches such as DART [Laskey et al., 2017] and GAIL [Ho and Ermon, 2016] augment
the data-set by perturbing the expert controlled system. In both cases, the goal is to provide
examples to the learned policy of how the expert recovers from errors. While effective, these methods
either require an interactive expert (on-policy), or access to a simulator for policy rollouts during
training (off-policy), which may not always be practically feasible.

In this work, we take a more direct approach towards mitigating distribution shift. Rather than
providing examples of how the expert policy recovers from error, we seek to endow a learned policy
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with the robustness properties of the expert directly. In particular, we make explicit the underlying
assumption in previous work that a good expert is able to recover from perturbations through
the notion of incremental input-to-state stability, a well studied control theoretic notion of robust
nonlinear stability. Under this assumption, we show that if the p-th order Taylor series approximation
of the learned and expert policies approximately match on expert generated trajectories, then the
learned policy induces closed-loop behavior similar to that of the expert closed-loop system. Here
the order p is determined by the robustness properties of the expert, and makes quantitative the
informal observation that more robust experts are easier to learn.

Contributions We propose and analyze Taylor Series Imitation Learning (TaSIL), which augments
the standard behavior cloning imitation loss to capture errors between the higher-order terms of the
Taylor series expansion of the learned and expert policies. We reduce the analysis of TaSIL to the
analysis of a supervised learning problem over expert data: in particular, we identify a robustness
criterion for the expert such that a small TaSIL-augmented imitation loss over expert trajectories
guarantees that the difference between trajectories generated by the learned and expert policies is
also small. We also provide a finite-difference based approximation that is applicable to experts
that cannot directly query their higher-order derivatives, expanding the practical applicability of
TaSIL. We show in the realizable setting that our algorithm achieves generalization bounds scaling
as O(1/n), for n the number of expert demonstrations. Finally, we empirically demonstrate (i) that
the relationship between the robustness of the expert policy and the order of Taylor expansion
required in TaSIL predicted by our theory is observed in practice, and (ii) the benefits of using the
TaSIL-augmented imitation loss by comparing the sample-efficiency of standard and TaSIL-loss-
augmented behavior cloning, DART, and DAgger on a variety of MuJoCo tasks: on hard instances
where behavior cloning fails, the TaSIL-augmented variants show significant performance gains.

Related Work

Imitation learning Behavior cloning is known to be sensitive to compounding errors induced
by small mismatches between the learned and expert policies [Pomerleau, 1988, Ross et al., 2011].
On-policy [Ross et al., 2011] and off-policy Laskey et al. [2017], Ho and Ermon [2016] approaches
exist that seek to prevent this distribution shift by augmenting the data-set created by the expert.
While DAgger is known to enjoy @(T ) sample-complexity in the task horizon T" for loss functions
that are strongly convex in the policy parameters,! we are not aware of finite-data guarantees for
DART or GAIL. In addition to these seminal papers, there is a body of work that seeks to leverage
control theoretic techniques [Hertneck et al., 2018, Yin et al., 2022] to ensure (robust) stability of
the learned policy. More closely related to our work are the results by Ren et al. [2021] and Tu et al.
[2021]. In Ren et al. [2021], a two-stage pipeline of imitation learning followed by policy optimization
via a PAC-Bayes regularization term is used to provide generalization bounds of the learned policy
across randomly drawn environments. This work is mostly complementary to ours, as TaSIL could
in principle be used to augment the imitation losses used in the first stage of their pipeline (leaving
the second stage unmodified). In Tu et al. [2021], sample-complexity bounds for IL are provided
under the assumption that the learned policy can be explicitly constrained to match the incremental
stability properties of the expert. While conceptually appealing, practically enforcing such stability
constraints is difficult, and as such Tu et al. [2021] resort to heuristics in their implementation. In

!This bound degrades to @(T 2) when loss function is only convex, and does not hold for the nonconvex loss
functions we consider.



contrast, we provide sample-complexity guarantees for a practically implementable algorithm, and
under much milder stability assumptions.

Robust stability and learning for continuous control There is a rich body of work applying
Lyapunov stability or contraction theory [Lohmiller and Slotine, 1998] to learning for continuous
control. For example [Singh et al., 2020, Lemme et al., 2014, Ravichandar et al., 2017, Sindhwani
et al., 2018] use stability-based regularizers to trim the hypothesis space, and empirically show that
this leads to more sample-efficient and robust learning methods. Lyapunov stability and contraction
theory have also been used to provide finite sample-complexity guarantees for adaptive nonlinear
control [Boffi et al., 2021a] and learning stability certificates [Boffi et al., 2021b].

2 Problem formulation

We consider the nonlinear discrete-time dynamical system

Tt41 = f(xt)ut)u o = 57 (1)

where x; € R? is the system state, u; € R™ is the control input, and f : R¢ x R™ — R? defines
the system dynamics. We study system (1) evolving under the control input u; = 7(x;) + Ay, for
7 : R? — R™ a suitable control policy, and A; € R™ an additive input perturbation (that will be
used to capture policy errors). We define the corresponding perturbed closed-loop dynamics by
Tpp1 = f(x, Ar) i= f(x,7(x) + Ar), and use ¢F (€, {As}.2{) to denote the value of the state x; at
time ¢ evolving under control input u; = 7(x) + A, starting from initial condition xg = £. To lighten
notation, we use ¢f (€) to denote ¢f (£, {0}._1), and overload ||-|| to denote the Euclidean norm for
vectors and the operator norm for matrices and tensors.

Initial conditions £ are assumed to be sampled randomly from a distribution D with support
restricted to a compact set X. We assume access to n rollouts of length T' from an expert 7,
generated by drawing initial conditions {{;} ; i.i.d. from D. The IL task is to learn a policy 7
which leads to a closed-loop system with similar behavior to that induced by the expert policy my
as measured by the the expected imitation gap E¢ maxi<i<r H(pf({) — (5)“

The baseline approach to IL, typically referred to as behavior cloning (BC), casts the problem as an
instance of supervised learning. Denote the discrepancy between an evaluation policy 7 and the
expert policy m, on a trajectory generated by a rollout policy my starting at initial condition £ by
AT T) = T(prd(€)) — me(pr?(€)). BC directly solves the supervised empirical risk minimization
(ERM) problem

Tibe € argenrllin LS (AT (& m) ),
s

over a suitable policy class II. Here, h : (R™)T — R is a loss function which encourages the

discrepancy terms A;*(&;m) to be small along the expert trajectories. While behavior cloning is
conceptually simple, it can perform poorly in practice due to distribution shifts triggered by errors
in the learned policy 7. Specifically, due to the effects of compounding errors, the closed-loop
system induced by the behavior cloning policy 7. may lead to a dramatically different distribution
over system trajectories than that induced by the expert policy 4, even when the population risk
on the expert data, E¢h({AT* (& fpe) '), is small.



As described in the introduction, existing approaches to mitigating distribution shift seek to augment
the data with examples of the expert recovering from errors. These approaches either require an
interactive oracle (e.g., DAgger) or access to a simulator for policy rollouts (e.g., DART, GAIL),
and may not always be practically applicable. To address the distribution shift challenge without
resorting to data-augmentation, we propose TaSIL, an off-policy IL algorithm which provably leads
to learned policies that are robust to distribution shift.

The rest of the paper is organized as follows: in Section 3, we focus on ensuring robustness to policy
errors for a single initial condition £&. We show that the imitation gap |7 (§) — ¢f*(€)|| between a
test policy m and the expert policy m, can be controlled by the TaSIL-augmented imitation loss
evaluated on the expert trajectory {¢;*(§)}, effectively reducing the analysis of the imitation gap
to a supervised learning problem over the expert data. In Section 4, we integrate these results with
tools from statistical learning theory to show that n 2 ¢7"/§ trajectories are sufficient to achieve
imitation gap of at most € with probability at least 1 — d; here » > 0 is a constant determined by
the stability properties of the expert policy 74, with more robust experts corresponding to smaller
values of r. Finally, in Section 5, we validate our analysis empirically, and show that using the
TaSIL-augmented loss function in IL algorithms leads to significant gains in performance and sample
efficiency.

3 Bounding the imitation gap on a single trajectory

In this section, we fix an initial condition £ and test policy 7, and seek to control the imitation gap
Ip(&;m) == maxi<i<7 ||¢F (§,{0}) — o7 *(&,{0})]]. A natural way to compare the closed-loop behavior
of a test policy 7 to that of the expert policy 7, is to view the discrepancy AT (&;7) := w(of(§)) —
. (¢f (§)) as an input perturbation to the expert closed-loop system. By writing x;41 = f(2¢,0) =
f *(wy, AT (€; 7)), the imitation gap can be written as T'z (&) = maxq ||of* (€, {AT(&m)}2h) —

or* (€, {O})H suggesting that closed-loop expert systems that are robust to input perturbations, as
measured by the difference between nominal and perturbed trajectories, will lead to learned policies
that enjoy smaller imitation gaps.

Stability conditions defined in terms of differences between nominal and perturbed trajectories
have been extensively studied in robust nonlinear control theory via the notion of incremental
input-to-state stability (6-ISS) (see e.g., Angeli [2002] and references therein). Before proceeding, we
recall definitions of standard comparison functions [Khalil, 2002]: a function ~y(x) is class K if it
is continuous, strictly increasing, and satisfies 7(0) = 0, and a function B(z,t) is class L if it is
continuous, 3(-,t) is class K for each fixed ¢, and f(z,-) is decreasing for each fixed x.

Definition 3.1 (J-ISS system). Consider the closed-loop system evolving under policy m and subject
to perturbations Ay given by xi11 = f§ (2, A¢). The closed-loop system fl(x¢, A¢) is incremental
input-to-state stable (§-1SS) if there exists a class KL function 8 and a class K function vy such
that for all initial conditions &1,&2 € X, perturbation sequences {At}i>0, and t € N:

o (€1: {As}Z0) — T (€2 {0}2p)[| < Bl& — &, t)+7< max ||Ak:”) (2)

Definition 3.1 says that: (i) trajectories generated by §-ISS systems converge towards each other if
they begin from different initial conditions, and (ii) the effect of bounded perturbations {A;} on
trajectories is bounded. Our results will only require the stability conditions of Definition 3.1 to



hold for a class of norm bounded perturbations. In light of this, we say that a system is n-locally
J-ISS if equation (2) holds for all input perturbations satisfying sup,cy || A¢]| < 7.

By writing @11 = f§(24,0) = f5* (x4, AT (§; 7)), we conclude that if z;11 = f1" (x4, A¢) is n-locally
0-ISS , and that sup,ey ||A7 (&;7)|| < 7, then equation (2) yields

1476 = 7 (@l < max IATE™) = Tateim) <o e 187E). (@)
Equation (3) shows that the imitation gap ||¢f () — @7 *(€)|| is controlled by the maximum discrep-
ancy [|AT(&;7)|| incurred on trajectories generated by the policy 7. A natural way of bounding the
test discrepancy ||AT(§; )|, defined over trajectories generated by m, by the training discrepancy
|AF*(&; )|, defined over trajectories generated by 7y, is to write out a Taylor series expansion of
the former around the latter, i.e., to write:?

IAT (& )l < AT (& )| + 10:A7 (& ™) | Pr(&5 ) + O (T (€, 7)) (4)

where 0;A7*(&; ) denotes the partial derivative of the discrepancy with respect to the argument of
the policies 7 and 7. The challenge however, is that the imitation gap I'r(&; ) also appears in the
Taylor series expansion (4), leading to an implicit constraint. We show that this can be overcome if
the order p of the Taylor series expansion (4) is sufficiently large, as determined by the decay rate
of the class K function 7(-) defining the robustness of the expert policy. We begin by identifying a
condition reminiscent of adversarially robust training objectives that ensures a small imitation gap.

Proposition 3.1. Let the expert closed-loop system f1* be n-locally 6-1SS for some n > 0. Fiz an
imitation gap bound € > 0, initial condition &, and policy w. Then if

02, P 17e(oF* (€) +6) = 7w(f* (€) + 0| < min{n, v~ (e)}, (5)

we have that the imitation gap satisfies I'p(&;m) < e.

Proposition 3.1 states that if a policy 7 is sufficiently close to the expert policy 7, on a tube around
the expert trajectory, then the imitation gap is small. How to ensure that inequality (5) holds using
only data from nominal expert trajectories is not immediately obvious. The Taylor series expansion
(4) suggests that a natural approach to satisfying this condition is to match derivatives of the test
policy 7 to those of the expert policy m,. We show next that a sufficient order for such a Taylor
series expansion is naturally determined by the decay rate of the class KC function v(x) towards 0.
Less robust experts have functions that decay to 0 more slowly and will lead to stricter sufficient
conditions. Conversely, more robust experts have functions that decay to 0 more quickly, and will
lead to more relaxed sufficient conditions. We focus on two disjoint classes of class IC functions: (i)
functions that decay in their argument faster than a linear function, i.e. y(z) < O(z) as x — 0T,
and (ii) functions that decay in their argument no faster than a linear function, i.e. y(x) > Q(x) as
x— 0T,

Rapidly decaying class K functions We show that when the class K function v(z) decays
to 0 faster than O(x) in some neighborhood of 0, then matching the zeroth-order difference
maxy [|A7*(&; )| on the expert trajectory, as is done in vanilla behavior cloning, suffices to close
the imitation gap. We make the following assumption on the test policy m and expert policy 7.

2We only take a first order expansion here for illustrative purposes.



Assumption 3.1. There exists a non-negative constant L such that ||7(x) — 7(y)|ly < Lx ||z — yl|5
forallx, y, and ™ € {7, m,}.

Proposition 3.1 then leads to the following guarantee on the imitation gap.

Theorem 3.1. Fix a test policy m and initial condition & € X, and let Assumption 3.1 hold. Let
J4+ be n-locally 6-1SS for some 1 > 0, and assume that the class K function v(-) in (2) satisfies
y(z) < O(x*T) for some r > 0. Choose constants p, o > 0 such that

1
2L,z + (x/p) T <~y Yz) for all0 <z < a. (6)
Provided that the imitation error on the expert trajectory incurred by w satisfies:

AT (& 1+7°< 2L AT (- 1+r AT+ (£ < 7
s AT ERI S0 max AT EDIT A EDI <0 ()

then for all 1 <t < T the instantaneous imitation gap is bounded as

I (€ — T O < ae ul|AT (& m)]*". s)

Theorem 3.1 shows that if a policy 7 is a sufficiently good approximation of the expert policy 7y
on an expert trajectory {¢;*(£)}, then the imitation gap [|¢;*(§) — ¢F (€)|| can be upper bounded
in terms of the discrepancy term maxo<g<;—1 |[|A7*(&; )| evaluated on the expert trajectory. To
help illustrate the effect of the decay parameter r on the choices of p and «, we make condition (6)
more explicit by assuming that v(z) < Cx!*" for all € [0,1]. Then one can choose p = 2+7C
and o = O(l)(L}ﬁrC’)*l/”. This makes clear that a larger r, i.e., a more robust expert, leads to
less restrictive conditions (7) on the policy 7 and a tighter upper bound on the imitation gap (8)
(assuming maxg<g<i—1 ||A7* (§;7)] < 1). In particular, for such systems, vanilla behavior cloning is
sufficient to ensure bounded imitation gap. This also makes clear how the result breaks down when
r ~ 0, i.e., when the decay rate is nearly linear, as the neighborhood a can become arbitrarily small,
such that it may be impossible to learn a policy 7 that satisfies the bound (7) with a practical
number of samples n. The interplay of the bounds (7) in Theorem 3.1 (and the subsequent theorems
of its like) and the sample-complexity of imitation learning will be discussed in further detail in
Section 4.

Slowly decaying class K functions When the class K function ~y(x) decays to 0 slowly, for
reasons discussed above, controlling the zeroth-order difference Af*(&; ) may not be sufficient to
bound the imitation gap. In particular, we consider class K functions satisfying ~v(z) < O(z!/")
for some r > 1. Setting p = |r|, we now show that matching up to the p-th total derivative of m,
is sufficient to control the imitation gap. Analogously to Assumption 3.1, we make the following
regularity assumption on the test policy m and expert policy 7.

Assumption 3.2. For a given non-negative p € N, assume that the test policy w and expert policy
T, are p-times continuously differentiable, and there exists a constant Lgr, > 0 such that

— — Lapﬂ' +1
[7(0) = (2R @] < 25 e = ol )
for all x,xy and ® € {m,m.}, where (JL,7)(x) = §:0%<3£7?(x0)> (v —20)%7 is the p-th order

Taylor polynomial of T evaluated at xg, and ® denotes the tensor product.



With this assumption in hand, we provide the following guarantee on the imitation gap.

Theorem 3.2. Let fi* be n-locally §-1SS for some n > 0, and assume that the class K function
v(+) in (2) satisfies v(z) < O(zY") for some r > 1. Fizx a test policy ™ and initial condition & € X,
and let Assumption 3.2 hold for p € N satisfying p+1 —r > 0. Choose p,« > 0 such that

[

L8P7r

TP (/)" <y M), forall0<z<a< = 10
T (@/p)" <y~ (2), f Srsas<gy (10)
Provided the jth total derivatives, j = 0,...,p, of the imitation error on the expert trajectory
incurred by ™ satisfy:
T /7"
¥ *
osrtrlgazz(—l Orgja<p( 1/1" H@ Af H 1D
max  max 8L8P7r :u H ]AT{'* é- )| HajATr* é— H < n (12)
0<t<T—10<j<p (p + 1)! (].)”“ ’ j! ' ’
then for all 1 <t < T the instantaneous imitation gap is bounded by
20 ; 1/r
T _ I AT+ (¢
ngt (5) Spt( )” < 0<I£121)E( 10<]a<Xp ( ‘!)1/r HazAt (fvﬂ)H . <13)

Theorem 3.2 shows that if the p-th order Taylor series of the policy m approximately matches
that of the expert policy 7, when evaluated on an expert trajectory {¢;*(§)}, then the imitation
gap |ler* (&) — ¢f (§)|| can be upper bounded in terms of the derivatives of the discrepancy term,
i.e., by maxogkgt_l maXogjgp ‘ k (57 7[')
the effect of the choice of the order p on the constants p and «, we make condition (10) more
explicit by assuming that v(z) < Cz!'/" for all € [0,1]. Then one can choose u = 2'/7C and
o = O(1)(LagpzC")~®P+1=7) This expression highlights a tradeoff: by picking larger order p, the
right hand side « of bound (11) increases, but at the expense of having to match higher-order
derivatives. This also highlights that both the order p and closeness required by equation (11) get
increasingly restrictive as r increases, matching our intuition that less robust experts lead to harder
imitation learning problems.

, evaluated on the expert trajectory. To help illustrate

Using estimated derivatives We show in Appendix C that the results of Theorems 3.1 and 3.2
extend gracefully to when only approximate derivatives 8%5@(:5) can be obtained, e.g., through

finite-difference methods. In particular, if |94, (z) — &, (2)|| < e, then it suffices to appropriately
tighten the constraints (11) and (12) by O(e'/") and O(e), respectively. Please refer to Appendix C
for more details.

4 Algorithms and generalization bounds for TaSIL

The analysis of Section 3 focused on a single test policy 7 and initial condition £. Theorems 3.1 and
3.2 motivate defining the p-TaSIL loss function:

rgm)|. (14)

(&) = +1 ZJ o Maxo<t<T—1 ‘



The corresponding policy 7TasiLp is the solution to the empirical risk minimization (ERM) problem:
TTasILp € argnﬁln 1 ZZ Uy (&;m), (15)

which explicitly seeks to learn a policy 7 € II, for II a suitable policy class, that matches the p-th
order Taylor series expansion of the expert policy.? In this section, we analyze the generalization
and sample-complexity properties of the p-TaSIL ERM problem (15).

Our analysis in this section focuses on the realizable setting: we assume that for every data-set of
expert trajectories {{o7* (&) }/—g }1,, there exists a policy 7 € TI that achieves (near) zero empirical
risk. This is true if, for example, m, € II. In this setting, we demonstrate that we can attain
sample-complexity bounds that decay as O(n~!), where O(-) hides poly-log dependencies on n.
These rates are referred to as fast rates in statistical learning, since they decay faster than the n~=1/2
rate prescribed by the central limit theorem. We present analysis for the non-realizable setting in
Appendix B: this analysis is standard and yields sample-complexity bounds scaling as (’)(n_l/ 2).

Let G C [0,1]* be a set of functions mapping some domain X to [0,1].* Let D be a distribution with
support restricted to X', and denote the mean of g € G with respect to x ~ D by E,[g]. Similarly,
fixing data points 1, ..., x, € X, we denote the empirical mean of g by E,[g] :=n~1 Y1 | g(x;).
We focus our analysis on the following class of parametric Lipschitz function classes.

Definition 4.1 (Lipschitz parametric function class). A parametric function class G C [0,1]*
is called (By, Ly, q)-Lipschitz if G = {gg(-) | 0 € O} with © C R, and it satisfies the following
boundedness and uniform Lipschitz conditions:

sup 10|l < By, sup sup 190,(%) = 90, ()] < Lyg. (16)
rEX 0,,0,€0,0:20, |01 — 02|

We assume without loss of generality that BoLg > 1.

The description (16) is very general, and as we show next, is compatible with feed-forward neural
networks with differentiable activation functions. We then have the following generalization bound,
which can be viewed as an adaptation of [Bartlett et al., 2005, Corollary 3.7] to Lipschitz parametric
function classes.

Theorem 4.1. Let G C [0,1]% be a (By, Ly, q)-Lipschitz parametric function class. There exists a
universal positive constant K < 10° such that the following holds. Given & € (0,1), with probability
at least 1 — & over the i.i.d. draws x1,...,x, ~ D, for all g € G, the following bound holds:

E,[g] < 2E.[g] + K (qlog(Bngn) + log(1/5)> ' (17)

n

We now use Theorem 4.1 to analyze the generalization properties of the p-TaSIL ERM problem (15).
In what follows, we assume that the expert-closed loop system is stable in the sense of Lyapunov,
i.e., that there exists Bx > 0 such that sup,enccx |07 (€)]| < Bx, and consider the following
parametric class of p + 2 continuously differentiable policies:

g, = {n(x,0) | 0 € R?, ||0]| < By, 7(0,0) =0V0, 7 is p+ 2 continuously differentiable}. (18)

3 Although we focus on the supremum loss maxo<;<7—1 Haj AT (& H in our analysis, we note that any surrogate

loss that upper bounds the supremum loss, e.g., Zt 01 H@J AT (& H can be used.
“This is without loss of generahty for [0, B]-bounded functions by considering the normalized function class
B7'G:={B'glge G} c0,1]"



Define the constants

Bj := sup Hagﬂ(x, 9)”
lz[|<Bx,||0]|<Bg
Lj:= sup |02 D (,0)]| ,

|z|<Bx,||0|<Bsg

for 5 =0,...,p, and note that they are guaranteed to be finite under our regularity assumptions.
Finally, define the loss function class:

07 ollgy = {€3(;;7) defined in (14) | m € Iy, }. (19)

From a repeated application of Taylor’s theorem, we show in Lemma B 2 that B (Z’T* oIy )

is a (Bg,B Lgp, q)-Lipschitz parametric function class for By, := p+1 E o Bj and Loy =

1% j—o Lj. We now combine this with Theorem 4.1 to bound the population l"lbk achieved by the

solution to the TaSIL ERM problem (15).

Corollary 4.1. Let the policy class Iy, be defined as in (18), and assume that m, € Ilg,. Let
the function class £3* oIl be defined as in (19), and constants By, Ly, be defined as above. Let

TTasiLp be any empirical risk minimizer (15). Then with probability at least 1 — § over the initial

conditions {&}1 4 i pn

qlog (BgB Lg,pn) +1og(1/6)

n

Ee [0 (€ FrasiLy)] < O(1) B, (20)

We note that since these generalization bounds solely concern the supervised learning problem
of matching the expert on the expert trajectories, the constants do not depend on the stability
properties of the trajectories generated by the learned policy 7tasiLp. To convert the generalization
bound (20) to a probabilistic bound on the imitation gap I'r(&; AasiLp), we first apply Markov’s
inequality to bound the probability that the conditions of Theorem 3.1 or 3.2 hold by the expected
TaSIL loss (20), and then apply Corollary 4.1 together with Markov’s inequality.

Theorem 4.2 (Rapidly decaying class KC functions). Assume that w, € g o and let the assumptions
of Theorem 3.1 hold for all ™ € 1y . Let Equation (6) hold with constants p,« > 0, and assume
without loss of generality that oo/p <1, Lzpn > 1/2. Let TrasiLo be an empirical risk minimizer of
05 over the policy class Il for initial conditions {&;} K pr iz a failure probability § € (0,1),
and assume that

n > O(l)maX{B&O%10g<HaB§L4,0) Bro®2 1o g(@)}7

where kg = q(p/a)/ 0+ Ky = qLxp/n. Then with probability at least 1 — &, the imitation gap
evaluated on & ~ D (dmwn mdependently from {&}7 ) satisfies

_ 14+r
1 Bg,oq log(BgBl7éL,g70n)
o " '

L7 (& frasio) < O(1)p (

Theorem 4.3 (Slowly decaying class K functions). Assume that 7, € Ilg,, and let the assumptions
of Theorem 3.2 hold for all m € Ily,,. Let Equation (10) hold with constants p,« > 0. Let TTaSIL,p



be an empirical risk minimizer of £3* over the policy class Iy, for initial conditions {&} i pn,

Fizx a failure probability 6 € (0,1), and assume

] Ka,jBoBj ' BxL; kr BoBT'Bx L.
n>O(1)maxmax{BjH§’] log< 0707 X ]>, B; 5’]1 ( miz07; PX ])}7

- i<p 0 0

1pg . Lopx _ pPt'pq
ol and fipj = (p+1)! n(HP+D77 -

gap evaluated on & ~ D (drawn independently from {&} ) satisfies

where Kq,j = Then with probability at least 1 — §, the imitation

1/r

e o » qulog(BgBj_leLjn>
7(& TrasiLp) < (1)MI§1§§< s n

In the rapidly decaying setting, corresponding to more robust experts, Theorem 4.2 states that
n 2 a_ﬁ /6 expert trajectories are sufficient to ensure that the imitation gap I'r(§; tasiLo) S e
with probability at least 1 — d. Recall that more robust experts have larger values of » > 0, leading
to smaller sample-complexity bounds. In contrast, to achieve the same guarantees on the imitation
gap in the slowly decaying setting, n = £~ "/d expert trajectories are sufficient, where we recall
that less robust experts have larger values of r > 1. These theorems quantitatively show how the
robustness of an underlying expert affects the sample-complexity of IL, with more robust experts
enjoying better dependence on € than less robust experts. We note that analogous dependencies on
expert stability are reflected in the burn-in requirements, i.e., the number of expert trajectories
required to ensure no catastrophic distribution shift occurs, of each theorem.

5 Experiments

We compare three standard imitation learning algorithms, Behavior Cloning, DAgger, and DART, to
TaSIL-augmented loss versions. In TaSIL-augmented algorithms, we replace the standard imitation
loss function

e &Y™ = 1 X Ty AT s

with the p-TaSIL-augmented loss

TaSILp({gl}z nT ):_ Zz 1 t 1 j= 0>‘ ||V€C(8JA7T*(§“ ))H’

where {); }é):o are positive tunable regularization parameters. We use the Euclidean norm of the
vectorized error in the derivative tensors as an easier to optimize surrogate to the operator norm.

10



-, 0.30- —— TaSIL order 0 2.57 —— TaSIL order O

g 0.25- TaSIL order 1 201 TaSIL order 1

153 o~

= —— TaSIL order 2 < —— TaSIL order 2

2020- S .

A S =

~0.15- 2

= £ 10-

£ 0.10- E

o=l

< 0.5-

g 0.05-

=

0.00- ‘ ‘ ‘ ‘ | ‘ 0.0- ‘ ‘ ‘ ‘ ‘ ‘
05 10 15 20 25 30 05 10 15 20 25 30
v v

Figure 1: Left: The average Euclidean norm difference between the expert and learned policies on
trajectories rolled out under the learned policy. Right: The maximum deviation between an expert and
learned policy trajectory starting from identical initial conditions. All statistics are averaged across 50 test
trajectories and we plot the mean and standard deviation for 10 random seeds.

We experimentally demonstrate (i) the effect of the expert stability properties and order of the
TaSIL loss, and (ii) that TaSIL-loss-based imitation learning algorithms are more sample efficient
than their standard counterparts. All experiments are carried out using Jax [Bradbury et al., 2018]
GPU acceleration and automatic differentiation capabilities to compute the higher-order derivatives,
and the Flax [Heek et al., 2020] neural network and Optax [Hessel et al., 2020] optimization toolkits.

Stability Experiments To illustrate the effect of the expert closed-loop system stability on

sample-complexity, we augment the 0-ISS stable dynamical system presented by Tu et al. [2021]

with a tunable v input-to-state gain function. For state and input z;,u; € R'°, the dynamics are

given by

Y(Ih(ze) + ual])
[1(e) + ]

Tip1 =Nz + (1 —n) (h(xt) + ug).

The perturbation function h : R — R19 is set to a randomly initialized MLP with two hidden layers
of width 32 and GELU [Hendrycks and Gimpel, 2016] activations such that the expert m,(z) = —h(z)
yield a closed loop system f]*(z, A) which is §-ISS stable with the specified class K function v (up
to a scaling function, see Appendix D). We use n = 0.85 for all experiments presented here.

We investigate the performance of p-TaSIL loss functions for §-ISS system with different class K
stability. We sweep K functions v(x) = Cz¥ for v € [0.05, 3], C' = 2 and p-TaSIL loss functions for
p € {0,1,2} (additional details can be found in Appendix D). The results of this sweep are shown
in Figure 1. Higher-order p-TaSIL losses significantly reduce both the imitation gap and the mean
policy discrepancy on test trajectories. Notably, the first and second order TaSIL loss maintain
their improved performance for slower decaying class K functions. Theorem 3.1 and Theorem 3.2
yield lower bounds of v = 1, v = 27!, and v = 37! for closing the imitation gap using the 0-TaSIL,
1-TaSIL, and 2-TaSIL losses respectively. Figure 1 demonstrates significant performance degradation
in policy discrepancy and decaying imitation gap starting around these threshold values.

MuJoCo Experiments We evaluate the ability of the TaSIL loss to improve performance on
standard imitation learning tasks by modifying Behavior Cloning, DAgger [Ross et al., 2011}, and
DART [Laskey et al., 2017] to use the f1as)1 loss and testing them in simulation on different

11



OpenAl Gym MuJoCo tasks [Brockman et al., 2016]. The MuJoCo environments we use and
their corresponding (state, input) dimensions are: Walker2d-v3 (17,6), HalfCheetah-v3 (17, 6),
Humanoid-v3 (376, 17), and Ant-v3 (111, 8).

Swimmer Ant Walker2d HalfCheetah Humanoid
1.00 S—

0.75-
Q
M 0.50-
0.25- — BC
---- BC with I-TaSIL
0.00-

100 o= -
\

= 075
4
<€ 0.50-

0.25- — DART
---- DART with 1-TaSIL
0.00-

Normalized Reward

1.00+

?Dmsf &2

oo ; |

R 0.25- DAgger f ) V4

-=-= DAgger with 1-TaSIL

0.00- ] ] ! ! ! ! ! ! ! ! ! ! ! ! !

15 30 45 15 30 45 15 30 45 15 30 45 15 30 45
Training Trajectories

Figure 2: Cumulative expert-normalized rewards as a function of trajectory budget for policies trained
using different algorithms with and without 1-TaSIL loss.

For all environments we use pretrained expert policies obtained using Soft Actor Critic reinforcement
learning by the Stable-Baselines3 [Raffin et al., 2021] project. The experts consist of Multi-Layer
Perceptrons with two hidden layers of 256 units each and ReLLU activations. For all environments,
learned policies have 2 hidden layers with 512 units each and GELU activations in addition to Batch
Normalization. The final policy output for both the expert and learned policy are rescaled to the
valid action space after applying a tanh nonlinearity. We used trajectories of length T" = 300 for all
experiments. We refer to Appendix E for additional experiment details.

In Figure 2 we report the mean expert-normalized rewards across 5 seeds for all algorithms and
environments as a function of the trajectory budget provided. Algorithms with 1-TaSIL loss showed
significant improvement in sample-complexity across all challenging environments. The expert for
the Swimmer environment is very robust due to the simplicity of the task, and so as predicted by
Theorem 3.1 and 4.2, all algorithms (with the exception of the vanilla DAgger algorithm due to it
initially selecting poor rollout trajectories) are able to achieve near expert performance across all
trajectory budgets. We are also able to nearly match or exceed the performance of standard on-policy
methods DAgger and DART with our off-policy 1-TaSIL loss Behavior Cloning in all environments.
Additional experimental results can be found in the appendix. These include representative videos
of the behavior achieved by the expert, BC, and TaSIL-augmented BC policies in the supplementary
material, where once again, a striking improvement is observed, especially in low-data regimes for
harder environments, as well as a systematic study of finite-difference-based approximations of
1-TaSIL which achieve comparable performance to Jacobian-based implementations.
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6 Conclusion

We presented Taylor Series Imitation Learning (TaSIL), a simple augmentation to behavior cloning
that penalizes deviations in the higher-order Tayler series terms between the learned and expert
policies. We showed that §-ISS experts are easier to learn, both in terms of the loss-function that
needs to be optimized and sample-complexity guarantees. Finally, we showed the benefit of using
TaSIL-augmented losses in BC, DAgger, and DART across a variety of MuJoCo tasks. This work
opens up many exciting future directions, including extending TaSIL to pixel-based IL, and to
(offline/inverse) reinforcement learning settings.
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A Proofs for Section 3

Proposition 3.1. Let the expert closed-loop system f1* be n-locally 6-1SS for some n > 0. Fiz an
imitation gap bound € > 0, initial condition &, and policy w. Then if

0SB, S 17 (F* (&) +6) — (o (€) + O)|| < min{n, v~ (e)}, ()

we have that the imitation gap satisfies T'p(&;m) < e.

Proof. We do a proof by induction. For the base case t = 1: we have for t =0

It (€) = #E (O = 0.

Therefore, setting 6 = ¢;*(€) — o7 (§) = 0, we have immediately |0]] = 0 < ¢, and therefore by
Equation (5) we are guaranteed

17(5 (€)) — m(p5 ()| = llma (5™ (€) + 0) — (5" (€) + )|

< max sup [|mu (9] (€) +6) — m(gf(€) + 0
e, sup (o (€) + ) = m(ef" (€) + )]

< min{n,*y_l(s)}.

Since fJ* is n-locally 6-ISS, we get

lp7(€) = 1 (O < ’Y< max ||7,(5(§)) — 7r(sﬂ(&))ll)

0<s<0

v(min{n, v (¢)})

<
<e.

This completes the base case [|¢7*(§) — ¢T(§)]| < e.

The induction step follows similarly. By the induction hypothesis, for given k& > 0 we have
max;<k—1 [|of*(§) — eF (&[] < e. We set 0 := ¢p* (&) — ¢f_1(£) such that ||§]| < e. From Equa-
tion (5), we are guaranteed that

|7 (71 (€)) = T(F-1 ()] = ||l 1 (&) +8) — (e, (&) +0)|

< Tx o Tx
< Jnax | \S@HM% () +9) = m(p* (§) + )

< min{n,y'(e)}.

Since f1* is n-locally §-ISS, we get from (3)

0<s<k—-1

v(min{n,v(¢)})

&,

R (&) = eir©]f < 7< max ||m (5 (£)) - 7T(<P§(§))||)

<
<

and thus max;<y, [|¢;* () — ¢F (§)]| < e, completing the induction step. O
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Theorem 3.1. Fix a test policy m and initial condition £ € X, and let Assumption 3.1 hold. Let
f4+ be n-locally 6-1SS for some 1 > 0, and assume that the class K function v(-) in (2) satisfies
y(z) < O(x*T) for some r > 0. Choose constants p, o > 0 such that

2L,x + (x/p)ﬁ <~y Nz) for all0 <z < a. (6)

Provided that the imitation error on the expert trajectory incurred by w satisfies:
AT < it ||AT (&) | + || AT (& 7)|| < 7
oJax plATEmITT <o max 2Lep AR (EGDITT +IAT(E I <n, (7)

then for all 1 <t < T the instantaneous imitation gap is bounded as

65 (©) = ¢ (©ll < max pllaf &)™ (8)

Proof. In order to leverage Proposition 3.1 we must first find a solution ¢ to Equation (5). By
Lipschitzness of the policy class,

— Tx <
0<rg1<ajz<1”851”1p8\\m(s0t (&) +0) = m(@i* () + Ol < 2Lxe + max [ AT (&)

and using the lower bound in Equation (6) it is therefore sufficient to find a solution € < a to

2Une +  max (AT (&) < 2Lne + (/) T
1
ATF* . < ﬁ‘
@Oglgﬂgag_lll t(&mll < (e/w)™

Picking € = maxo<i<r—1 p|| AT (& 7)||**" and adding the constraint ¢ < a in order to ensure the
solution is sufficiently small allows use to apply Proposition 3.1 and obtain the final result

lei* (&) = #F (O = | max pll A (€57 ™[I

Provided that

ATI'* 1+r< 2L7r AT(* . 1+r ATI'* . <
s AT EMIMT a0 max 2L AT (G )|+ AT (G <7

Thus completing the proof. O
Theorem 3.2. Let f1* be n-locally 6-1SS for some n > 0, and assume that the class K function

v(+) in (2) satisfies v(z) < O(zY") for some r > 1. Fizx a test policy © and initial condition & € X,
and let Assumption 3.2 hold for p € N satisfying p+1 —r > 0. Choose j,a > 0 such that

Lap ].
29— Pt o (2/p)" <~ Y a), forall0<z<a<-=. 10
T (@/p)" <7 (2), f Seasg (10)
Provided the jth total derivatives, j = 0,...,p, of the imitation error on the expert trajectory

incurred by w satisfy:

2u JAT 1/r
* . <
0<i<T1025%p (jNI/T |l AT G m| T < e, (11)
8Lopy pPT!

max max

p+1
]A"r* 7
0<t<T—10<5<p (p_|_ 1) ( )P+1 H 5 )|

il }|8JA”* | <n, (12)

then for all 1 <t < T the instantaneous imitation gap is bounded by

T T J A . 1r
Iz (€) %(5)\!_0<rggg<lo<f<p( o llogargm)|| (13)
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Proof. We proceed similarly as in the proof of Theorem 3.2. From Proposition 3.1, we can take the
pth Taylor expansion of the left hand side of Equation (5) and apply the triangle inequality a few
times to yield:

o B | H?”lga\lm(% (&) +9) —m(pf* (&) + )l

< max sup [[m(pr(8)) — (i ()]

0<t<T-1 16]|<e
+ Im (@ (€) +0) = mu(@i* (€)) — (w0 () + 6) — w(* ()]

< s, s (o (€)= wlef ©)

p

A1 - . Lovy
Z Il (€)) 0% = 37 Sgm (e () 6| + 20 7 ol

p

1 1 1 L@p 1
< max su — |2 AT (&:7) - 6%7|| 4+ 2 T \5]1Pt
< o e 3 [OAAT 6im) 0% 2 b

P Lop

J W* J T pt+l

< OglfthaTx_1 ' }|a AT (& Hz—: +2( n 1)!6 .

]_

Therefore, it suffices to find an & small enough such that

Loy p+1 - 1 J AT (¢ J -1
L TGy T GlRAT G <)

Since we are given y(x) < O(x'/"), we have y~!(x) > Q(2"). This motivates finding a large enough

w1 and small enough neighborhood « such that

Lopx +1 €\r -1

ot (3) =

for all 0 < ¢ < a < 1/2. In essence, we want to find a sufficiently small neighborhood « such
that the ePT! term is dominated by the £” term, while also selecting a u such that the total sum
is still upper bounded by v~ 1(x) > Q(z") in this neighborhood. The choice of raising ¢/ to the
r-th power arises from the fact that r is the smallest exponent-thus affecting the imitation gap in
Equation (13) downstream least severely—that ensures u, a will always exist. Having found such

1, e, we now simply have to find ‘ (&) H small enough such that

P

ZHBJAW* & Heﬂ < max H(?]A”* &; )HZ&J (21)
J=0 j=0

<max—H83A”*(§, )|l e<a<1/2

i<p ]
-G
1)
Solving this for €, we get
1/r 7r* 1/7"
5—1313;</~L<] > loA7 (& )]
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as long as € < «, the neighborhood condition, and 2(LJ3:’173,5P+1 + <5>T < 7, the locality for 4-ISS.

These correspond to the conditions (11) and (12), respectively. This completes the proof. O

For completeness we present here a stronger variant of Theorem 3.2 for the special case where
p =1 € N. In this scenario we are able to remove the dependency of the imitation gap bounds on
the pth order derivative provided it can be made sufficiently small.

Theorem A.1. Let fi* be n-locally §-1SS for some 1 > 0, and assume that the class K function
v() in (2) satisfies y(x) < O(zY") for some r > 1. Fiz a test policy m and initial condition € € X,
and let Assumption 3.2 hold with p = r € N. Choose u,« > 0 such that

Lopr 1
7mp+1 z/p)P <~y Hz), forall0<z<a<-=. 22
a4 (/P <97 a), forall0<z <0< g 22)
Provided the jth total derivatives, j = 0,...,p, of the imitation error on the expert trajectory
incurred by ™ satisfy:
max H@j '7T)H1/T<OA (23)
0<t<T— 10<]<p 1(4!) 1/7" 3 -
8L6P7T (2/~L ] g J AT
* * <
oS T T 1T () H AT (&) i Ha A (&m)|| <, (24)
1
[ORAF (& )| < oM (25)
then for all 1 <t < T the instantaneous imitation gap is bounded by
T s ]Aﬂ‘* 1/7”
lof* (€) = @F ()]l < max 197 il (26)

max
0<k<t—10<j<p—1 (5! l/r

Proof. We follow the proof of Theorem 3.2 until Equation (21). We then wish to solve

P
S BAT (€ )l < (M)

Jj=0

Since the order of the RHS is p, provided that [|05AT(¢;7)|| < 5. We can write

S oA (& m)l < (2) .
j=0 .

Solving this for £ we get

1/r
== max 2 ( |oIAT (¢ ||> ,

J<p—

(p+1)!
correspond to that of the theorem, completing the proof. O

provided that & < o, 242z Pt1 4 (ﬁ)r <, and H(‘)%A?* &) < ﬁ These two conditions
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Corollary A.1. Consider a 6-1SS f1* system with ~(x) := yx,v > 0 and n = oo. Let Assumption
3.2 hold with p =1 and assume without loss of generality vLg, > 1. Provided

T Tx 1
max [|0,A7 (&7 < 2, max AT (& )] <

0<t<T—1 — 27 0<t<T—1 ~ 492Lyx
then
T o s < 4 Aﬂ'* . .
7€) = T @)1l < | max 1|AT (&)l
Proof. Choose a := 27%9 and p := 2v. Assume Ly, > 1. Since v !(z) = %, for x < « it holds
that . . .
L 2 < 24 o<yl = —.
orrt” + (z/p) < 5y Ty =7 (z) 5
and we can directly apply the p = r special case of Theorem A.1. Then provided
max [0AT (&) <Y, max AT (&) < —n
0<t<T—1 tAs =27 o<e<T—1" VY = 1672Lg,

itholdsforall 0 <t<T —1

7€) = Tl < max #AF (&)l

B Proofs for Section 4

B.1 Preliminaries

Let G C RY be a set of functions, and let x1,...,z, € X be a fixed set of points. We will endow G
with the following empirical L? pseudo-metric space structure:

Af.0) = || - S () — (@) fg €6
=1

The empirical Rademacher complexity of G is defined as:
1 n
R =E — E ; )1,
n(g) € [21615 n £ Ezg(xz)]

where the {¢;}]' ; are independent Rademacher random variables. Dudley’s inequality yields a
bound on R, (G) using the metric space structure of (G, d).

Lemma B.1 (Dudley’s inequality [cf. Srebro et al., 2010, Lemma A.3]). Let R :=sup;cg d(f,0) be
the radius of the set G. We have that:

. 12 (R '
Ra(G) < aen[gm {4a + \/ﬁ/a V1og N(G;d, 5)ds}.

Here, N(G;d,e) denotes the covering number of G in the metric d at resolution €.
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B.2 Generalization bound for the non-realizable setting

We use standard techniques to derive a generalization bound for the non-realizable setting, i.e., where
7, may not necessarily be contained in the hypothesis class II. Let G C [0, 1]* be a given function
class. We have the following standard uniform convergence generalization bound [cf. Wainwright,

2019, Theorem 4.10]: with probability greater than 1 — § over z1,...,x, L D, we have
log(2/6
sup s [g] ~ Enlg]] < 2B, [Ra(0)] + 1/ EC12), (27)
9€g n
where E,, . denotes expectation over the randomness of x1,...,z,. To establish an upper bound on

Ez,.,.[Rn(G)], we focus on the Lipschitz parametric case, though we note many analogous bounds
can be computed for a plethora of other function classes [Wainwright, 2019].

Theorem B.1. Let G C [0,1]" be a (By, Ly, q)-Lipschitz parametric function class. Given & € (0,1),
with probability at least 1 — § over the i.i.d. draws x1,...,x, ~ D, the following bound holds:

log(3ByL log(2/d
sup B7lg] ~ E,lg] < 45, 1oECoLo)  , [log2/0) (28)
geg n n
Proof. This argument is fairly standard. Fix a set of points x1,...,x, € X. Since G contains only

functions with range [0, 1], the radius of the set G in the empirical L? metric is:

supd(f,0) < 1.
feg

Therefore, Dudley’s inequality (Lemma B.1) yields:

12 (!
Rn(G) < \/ﬁ/o V1og N(G;d,e)de.

Now using the fact that G is a (By, Ly, q)-Lipschitz parametric function class, it is not hard to see
that for any € > 0, an €/(BgLg)-cover of B3(1) in the Euclidean metric yields an e-cover of G in the
d-metric. Hence, for any € € (0, 1), by a standard volume comparison argument:

e
log N (G:d,2) < tog ¥ (B . 57 )
2BgLyg
e

< qlog(l +

3By Ly
= ).

<q10g<

Therefore, we have:

1 1
/ V1og N(G;d,e)de < \/cj/ log<SBgL'9>da
0 0\

< V/qlog(3ByLy) + \/5/01 Viog(1/e)de  using vVa+b < +a+ Vb

S|
< V/qlog(3ByLy) + \/q using / log<6>de <1
0

< 2y q 10g(3BgL9).
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Plugging this back into Dudley’s inequality:

Rn(g) < 24\/5\/ log(BBng).

The claim now follows from the standard uniform convergence inequality (27). O

Applying this generalization bound to the (B, B, ;Lg,p,q)—Lipschitz parametric function class
B, pl (Eg* ollg,), we get the non-realizable analogue to Corollary 4.1.

Corollary B.1. Let the policy class Iy, be defined as in (18). Let the function class £3* oTlg,, be

defined as in (19), and constants By, L, be defined as above. Let TtasiLp be any empirical risk
minimizer (15). Then with probability at least 1 — § over the initial conditions {&}7, L D",

qlog (33934_,191L€7p) log(2/d
Ee [057 (& 7TasiLp)] < Enll3* (- 5 FrasiLp)] + 48 By - + By g(n/)- (29)

Inserting the generalization bound in Corollary B.1 in lieu of Corollary 4.1 for the rest of the bounds
seen in Section 4 yields the sample complexity bounds relevant to our problem in the non-realizable
setting. However, we note an important subtlety that manifests in the non-realizable regime. We
note that in Corollary 4.1, due to realizability, the generalization bound monotonically decreases
with n, whereas in Corollary B.1, we have an additive factor of E,[(7*(- ; TTasiLp)]. Therefore,
it is possible for either small enough n or insufficiently expressive function classes Ily, that the
non-zero empirical risk automatically violates the imitation error requirements in Theorems 3.1
and 3.2. Therefore, a necessary assumption that must be made in the non-realizable setting is that
the function class is expressive enough such that the empirical risk it incurs on sufficiently large
datasets satisfies the imitation error requirements with high probability.

B.3 Proof of Theorem 4.1

Before turning to the proof of Theorem 4.1, we introduce some notation and tools from the local
Rademacher complexity literature [Bartlett and Mendelson, 2002, Bousquet, 2002].

Definition B.1 (Sub-root function). A function ¢ : [0,00) — R is said to be a sub-root function if:

a) ¢ is non-negative.
b) ¢ is not the zero function.
¢) ¢ is non-decreasing.

d) r— ¢(r)/+/r is non-increasing.

For any non-negative function class G, scalar » > 0, and n points z1,...,z, € X, define:

Hn(r§x1:n) = {g €g ‘ En[g] < 7’}.
The following is from Bousquet [2002].
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Theorem B.2 (Bousquet [2002, Theorem 6.1]). Let G C [0,1]%, and fiz a 6 € (0,1). With probability
at least 1 — O over the i.i.d. draws of x1,...,T,, the following holds. Let ¢,, be any sub-root function
(cf. Definition B.1) satisfying:

Rn(Hn(T;xlzn)) < d)n(r), Vr>0.

Let r denote the largest solution to the equation ¢n(r) = 1. Then, for all g € G:

. 48(log(1/d) + 6loglogn
Eulg] < 2En[g] + 10677 + 0081/ )n glogn)

With these definitions and preliminary results in place, we turn to the proof of Theorem 4.1.

Theorem 4.1. Let G C [0,1]% be a (By, Ly, q)-Lipschitz parametric function class. There erists a
universal positive constant K < 10° such that the following holds. Given & € (0,1), with probability
at least 1 — § over the i.i.d. draws x1,...,x, ~ D, for all g € G, the following bound holds:

qlog(ByLgn) + log(1/ 5)> '

n

E.[g] < 2Ea[g] + K ( )

Proof. Fix a set of points z1,...,x, € X. Define G, (r;x1.,) as:
gn(TQ xl:n) = {g €g ’ En[QQ] < T}'

For what follows, we will often suppress the explicit dependence on x1., in the notation for H,, and
Gn. Observe that since G C [0, 1], we have E,[¢?] < E,[g] for every g € G, and therefore:

Hn(r) C Gp(r), Vr > 0.

Hence Ry, (Hn(r)) < Rn(Gn(r)), and it suffices for us to prove an upper bound on the latter.

Proposition B.1. Let G C [0,1]Y be a (By, Ly, q)-Lipschitz parametric function class. Fir a set of
points x1,...,xn € X. We have that:

Rn(gn(r;xm))§24\f2\/gmin{ﬁ,1}\/1og< 3BoLs )

min{/r, 1}

Proof of Proposition B.1. The radius of the set G, (r) in the empirical L? metric d is upper bounded
by +/r by definition. Furthermore, the radius of G in the metric d is upper bounded by one. Hence,
since G, (r) C G, the radius of G, (r) is upper bounded by min{\/r,1}.

Dudley’s inequality (Lemma B.1) yields:

a€[0,min{/7,1}] \/ﬁ

min{+/r,1}
Rn(Gn(r)) < inf {4a + 12 / V1og N(G;d, a)de} . (30)

Here, we have used the inclusion G, (r) C G.

Since G is (By, Lg, q)-Lipschitz, for any € > 0, an e-covering of G in the d-metric can be constructed
from an e/(ByLy)-covering of BI(1) in the Euclidean metric. Therefore, for any ¢ € (0,1), by the
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standard volume comparison bound:
€
log N (G:d,2) < tog ¥ (B . 57 )
ByLg

2ByL
< qlog(l + ”)
€

. qlog<3BgL9>.
£
Putting R := min{/r, 1},
R
/ V9og N(G;d,e)de
0

- R

< V/q |R+\/log(3ByLy) +/ \/log(l/e)de] using vVa +b < va+ Vb
i 0

change of variables € <~ ¢/R

! 1
using / log<)d£ <1
0 3

- . n
=./q |R\/10g(3ByLg) + R/o Ulog(Rg) de
< /q |R+/log(3ByLg) + R\/log@—i- R

1
< R.\/q |\/1og(3ByLgy) + 2 log<R>
3ByLy .
< 2V2R,/q,|log 7 using va + Vb < vV2Va + b.
The claim now follows. O

We complete the proof by upper bounding r;; and invoking Theorem B.2. First, observe that by
Cauchy-Schwarz, the inequality E,[¢%] < E,[g] for g € G, and Jensen’s inequality:

Rn(Hn(T))S sup \/WEE

gEH ()

This bound holds for any r > 0. Hence, when r < 1/n?%:

On the other hand, when r > 1/n2, by R, (Hn(r)) < Ru(Gn(r)), Proposition B.1, and the inequalities
1/n <min{y/r, 1} < /r:

Ru(Ha(r)) < mﬂmogmmm.

Hence, the function ¢, defined as:

¢n(r) := max {24\/5\/ qlm%(?’fa[/m\/;, Tll} ,
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satisfies Ry, (Hn(r)) < ¢pn(r) for all » > 0. It is also not hard to see that ¢y, is a sub-root function
(cf. Definition B.1). Therefore, there is a unique solution 7} satisfying ¢, (r}) = r’. Now, for any
positive constants A, B, the root of r = max{A+/r, B} is upper bounded by max{A?, B}. Hence,

q 10g(3Be Lgn)

i < 1152 -

Theorem 4.1 now follows by Theorem B.2. O

B.4 Proof of Corollary 4.1

Lemma B.2. Let By, := %Z?:o Bj and Ly, = I%ZZ;:O Lj. Then B, (W* ollgy,) is a
(Bo, B, Lgp, q)-Lipschitz parametric function class

Proof. Tt suffices to show that

0<ter—1 loza7 (& m|

is 2Bj-bounded and Bx L; Lipschitz with respect to ©. By definition, we immediately get

[02A7 (& m)|| = || (7 (€)) — Bl (w7 (§)]|
<2 sup |02 (z,0)||
2l <Bx,6]|<Ba
= 2B;.

To bound the Lipschitz constant, we iteratively apply the Fundamental Theorem of Line Integrals:

i i 01 x 8j+2,n.
M (x;01) — Hm(x;02) = /02 ; m(z ®w) dzdw

01/ 1 git2
- / ( 0 3x3+189(ax ®w) da>$ dw
9it2
</ / 92I+190 (ax ® (02 + B(01 — 62))) dadﬁ)x ® (61 — 6).

Taking norms on both sides, we get

4 . I3
M m(xz;01) — lm(z;02)]| < sup _—
[2mtas ) (a:02)] Iz <Bx,l6ll<By || 027100

< BxL;||fy — 62,

]| 161 — 62]]

which establishes that

(9%A?* (&; 77)” is Bx L;-Lipschitz. Recalling that

)

T &m)

Gy (§5m) == p+1 > o maxo<<T— 1‘

it follows that ¢7+(&; ) is 1% Z?:o Bj-bounded and z% ?:0 L;-Lipschitz. O
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Corollary 4.1. Let the policy class Ilg, be defined as in (18), and assume that m, € Ilg,. Let
the function class {5 o Ily,, be defined as in (19), and constants By, L¢ )y be defined as above. Let
TTasILp be any empirical risk minimizer (15). Then with probability at least 1 — 6 over the initial

conditions {&}7, i Dr,

qlog (BgBZéL&pn) + log(1/9)

Ee [0 (& rasiLp) | < O(1) By "

(20)

Proof. This follows by directly applying the constants derived in Lemma B.2 to Theorem 4.1, and
using the assumption that m, € Iy, such that E, [(7*(- ; #1asiLp)] = 0. O

B.5 Proofs of Theorem 4.2 and Theorem 4.3

Before proceeding to the proofs of the main sample complexity bounds, we introduce the following
lemma for inverting functions of the form logn/n, adapted from Simchowitz et al. [2018, Lemma
A4

Lemma B.3. Given n € N, n > blog(cn) as long as n > 2blog(2bc), where we assume b,c > 1.

Proof. We observe by derivatives that n — blog(cn) is strictly increasing for n > b. Therefore, it
suffices to show blog(cn) < n when n = 2blog(2bc).

blog(2bclog(2bc)) = blog(2log(2)bc + 2bclog(be))
< blog((2log(2) + 2)(bc)?) be > 1

— 2blog(/21og(2) + 2bc)

< 2blog(2bc)

O

Theorem B.3 (Full version of Theorem 4.2). Assume that 7, € llp and let the assumptions of
Theorem 3.1 hold for all m € Ilgy. Let Equation (6) hold with constants pu,co > 0, and assume
without loss of generality that oo/p <1, Lrpn > 1/2. Let TrasiLo be an empirical risk minimizer of
05 over the policy class Ilg o for initial conditions {&;} i pr Pz failure probability 6 € (0,1),
and assume that

kaBoBy, L Ky BoB, 1L,
n > O(l) maX{Bg’oli;a log<a§m’0 7 Be,o%log %@,070 ’

1
where ko = q(p/a) 147, Ky = qLrp/n. Then with probability at least 1 — 6, the imitation gap
evaluated on & ~ D (drawn independently from {&}!' ;) satisfies

_1 1+r
| Broalog(BeBygLeon)

I'r(& rasito) < O(1)p 5 -
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Proof. Applying Corollary 4.1 to the (Bp, By o, q)-Lipschitz parametric function class Be_ol (L5 oIy ),
we get that with probability at least 1 — /2 over i.i.d. initial conditions & ~ D",

- qlog(ByByg Leon) +1og(1/0)
E¢ Ogglgaj{(_l||At*(£;7TTaSIL,O)||:| < O(1)Beo n '

Applying Markov’s inequality to max; |AT*(&; #tasio)||, for a new draw £ ~ D, with probability
greater than 1 — §/2,
2
Tx s < — Tx . A .
ogltngaTX_1 | AT (& TrasiLo)]| < 51&5 [Oglgajgc_l | AT (&ﬁ;;sw,o)ll}
Thus applying a union bound over the two events, we have with probability greater than 1 — ¢ that
. oL log( By B Leon ) +log(1/0) .
* R < -
oRaX | | AT (& TrasiLo) || < O(1) 00 - ’ (31)

where we absorb numerical constants into O(1). We want max; ||Af* (&; TrasiLo0)|| to satisfy the
conditions in (7); that is,

T A 1+r
* . <
Oéngax_l 1% HAt (57 7 IaSIL,O)” —

2L AT (€A 1+r AT (€A <.
1 2L [T s o)+ AT € s ol < 7

For future notational convenience, we further require max; || AT*(&; 7itasiLo)|| < 1, so that max; || AT* (& 7rasiLo) || 7" -

maxy ||A7* (& TrasiLo)||- We note that by assumption, since o/ < 1, satisfying the first condi-
tion above implies max; [|AT* (& #rasiLo)]| < 1. We observe that for n > 6~1log(1/d) we have
logn > 2log(1/6), thus it suffices to absorb the log(1/d) term into log n. Inserting the generalization
bound (31) and shifting n to the right-hand side of the above conditions, we have the following
requirements on n:

n > O(1) max { <g) 1/1+’"B570q% log (B(;BZ&L@,On) ,

L 1 .
< ;u) Bioq log (BoBig Leon) }

1
=: O(1) max {BAOKQCS log (BGBZ&LZ,OTL) ,

1 _
Brotin’s log (BQB&&L&On) }

1

where we define ko = q(p/a) 1+7 and K, = qLrp/n. Therefore, applying Lemma B.3 on each of the
arguments of the maximum, setting b = By okaq/d (respectively b = By okynq/d) and ¢ = Bng_Ong,g,
we get the following sample complexity bounds. For n satisfying

o aBoL ByL
n > O(l) maX{Bg,Ol} ]()g<'%<$9£’()>7 Be’o?log<’{7]§é,0> }7

we have with probability greater than 1 —§

1 1+r
| log (BQB&O Le,on)

Ir(&rasito) < O(1) p Bz,oQg -

This completes the proof. O
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Theorem B.4 (Full version of Theorem 4.3). Assume that 7, € Ilg,, and let the assumptions of
Theorem 3.2 hold for all m € Iy ,,. Let Equation (10) hold with constants pi, o« > 0, and without loss
of generality let ( ) p! < 1. Lel fitasiLp be an empirical risk minimizer of £ over the policy class

Iy, for initial conditions {&;} - pr piz g failure probability 6 € (0,1), and assume

] Ka,jBoB; ' BxL; ; kn iBoB By L;
n>0(1 )maxmax{Bjmg’J log< 02075 X J), B; log< mi P07 X J)}’

i<p ) )

25)”;? and Ky ;= (L?ff pH + £ )n% Then with probability at least 1 — &, the

imitation gap evaluated on & ~ D (drawn mdependently from {& 1} ) satisfies

where kq; = (

1/r

) p Bialog(BoB; BxLin)
FT(€§7TTaSIL,p)§O(1)Nr§12;< piF; -

Proof. Let us first define the following losses on a specific partial:

BTG = max [|0AT (&)

0<t<T—1

We observe that by definition, h;.r* ollp is 2B; bounded, and h;-r* is Bx Lj-Lipschitz with respect to

© for j < p, such that 0.5ij1 (h}r* o Hg,p) is a (By, O.5ijlBXLj, q)-Lipschitz loss class. We note
that since m, € Ilg,,, we have for any dataset {&} C X

12
max H@JA”* &; )H =0,

E Ta (. o 4 =
n[ﬁp (- TasiLp)] = p—|-1 4 0<i<T-1

which therefore implies E,, [h;r*(- ;ﬁ_TaSIL,p):| =0 for j < p. We now apply the same proof structure

in Theorem 4.2 to each 0.5Bj_1 (h;.r* o H97p), where we have with probability greater than 1 — %
that

qlog (BijleXLjn) n 1og(2<”+1))

n

A I ]| T

Applying Markov’s inequality at level we get with total probability greater than 1 — %=

2p+1) +1) +1
over a new initial condition { ~ D that 7,5, satisfies the generalization bound
log( BgB:'BxL;n) + log( 2
AT e p+1qg<9]Xj) 5
onax |2AT (& ArasiLy) || < O(1)B; 5 - . (32)
For each partial, we want to satisfy the constraints outlined in (11):
max 2|l AT ()| <
o<t<T—1 (jhL/r et > =
(33)

8L8p7r :U’p
0<teT -1 (p+ 1)l )p+1

- m
o2 A7 (&)

HWN* ™| <
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By assumption, we have (i) p! <1, and thus the first condition implies max; ‘

p+1
r

FEm) <
AT (Em) a%A?*(&w)H. Plugging

the earlier generalization bound (32) into the above constraints and shifting n to the RHS, and
observing like earlier we may absorb the log(1/d) term into the logn term, we get:

2p\, 1, p -1
n > O(l)max{<a> ﬁngqlog(BgBj Ljn),

19 p+1
s L ) By aton (BB Ln)}
ptoGns 75

=: (’)(l)max{ j%log(Bij_len»B 5 qlog(BgB iy, n)}

for all j < p; in particular, this conveniently ensures

2 Lop, uPtl .
where we define ko ; = <O’f)r€?, Knj = ( o (ﬁ)pTH + ﬁ)%. Therefore applying Lemma B.3,
o

setting b = BjHT’ (respectively b = ]%) and ¢ = B@B{le, for n satisfying:

n = O(1) max {B' 6,] lo <Ra’j5BeL‘j>,Bj F&g’quog<ﬁn’j?0[]j> }7

we have with probability greater than 1 — 1% that the conditions (33) are satisfied. To finish the

proof, since we have with probability 1 — % that each jth partial difference satisfies the necessary
conditions, we union bound over 0 < j < p, such that we take a maximum over j for the sample
complexity and the resulting imitation gap. This gets us with probability greater than 1 — ¢, for n

satisfying
7 Ka,jBoL; Kn.j ki BoL;
nZ(’)(l)I;lg(max{Bj 631 < ay(s ]>’Bj gquog<m53>},

that the following bound on the imitation gap holds

1/r

A » qu10g<Bij_lBXLjn)
Lr(& Frasip) < O() masxp | = n

This completes the proof. O

C Using finite-differencing to approximate derivatives

C.1 Satisfying Conditions (11) and (12) with approximate derivatives

We recall the closeness conditions on the partials along expert trajectories that guarantee bounds

on the imitation gap:

2u PR 1/r
(&

" J
0<i<T10%5%p (j1)1/7 oz

(11)

max ma 8Love p"
X X
0<t<T—10<j<p (p + 1)! (j')”“

losar&m)| " + >

il |02AT (& m)| < (12)
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—_—

If we have access to approximate derivatives of the expert d5m,(z) such that

for all € R%, then it suffices to tighten the constraints by some function of b such that minimizing
with respect to the approximate partial derivatives will still result in the deviation from the true
derivatives satisfying the requisite bounds. Let us define

—

A (z) — Fm ()] <b< 1

L — —

RAT (&) = 04 (" (€)) — DAmelpf™ (£)),

such that
Ha]Aﬂ'* f, H ajAﬂ'* 57 ) + ‘ ag;ﬂ'*(@?*(f)) _ aiﬁ*(@?*(f))H
t (f% 7T)
Therefore, it suffices to match the approximate partial derivatives such that
—_— 1/7"
P Tx . < A~
0<t<a7)“( 10%52p (/T Oz AT (&) S o
8Lgvy P! aT\A”*(g | ptl aer*(g <
max max —o—— ——— -
0<t<T—-10<5<p (p+ 1)! (5! )p+1 CZAVINNS : <,

where:

L Pt 2
dZZ(QT—b)l/T, 1;/::77_<8 orw )b

G+ =

A similar bound holds if we also do not have access to the exact derivatives of the learned policy. In
practice, these bounds tell us qualitatively that if a sufficiently precise estimate of the derivatives is
used, such as through finite differencing, then the imitation gap bounds in Theorem 3.2 still hold.

C.2 Practical approaches for approximating derivatives

Minimizing Z?:l H(?%Af* (&;7)|| can be approximated provided 7, can be evaluated at points
{01(€) + 8; 3, by minimizing the finite difference loss:

bprp(&m {8i}iL) == max |1 (ee(€) +6) — me(pe(€)) — (w(e(€) + ;) — m(e(€))I,

1<i<N

where the {J;} are chosen such that the Taylor expansion

Z (’JVA”* ) - 657 = m(e(€) + 6;) — me(0e(6))

Bpa(%) V1<i<N

— (m(pe(§) + 6i) — m(ee(§))) — p+ ) <
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forms a linearly independent system of equations in the derivative parameters. Here, R}, 11(d;) denotes
the Taylor remainder, which satisfies the inequality || Ry+1(0;)|] < 2Lawx|d:][PT! by Assumption 3.2.

For the case p = 1, we can stack the {d;} into a matrix S, the finite differences into a matrix M
and the remainders into a matrix R to write

HAT(&7)S =M — R.

Provided the {0;} are chosen such that S is invertible, the operator norm of 8%A?* (&) can be
upper bounded

[03AF (& m)|| = [|[MS™! — RS
< SHIIMI + 1RI)
< ISTHIAMI| + Lovx [ SI1%)-

For instance, using a standard basis S = I as the finite difference perturbations yields the following
bound on the operator norm:

, 1
1oz A8 (& M)l = Z M| + Loz,
where M is the stacked error matrix at the finite differences. Therefore by ensuring sufficiently

small € and finite difference loss, the bound on the Jacobian error can be made arbitrarily small.

Alternatively, if the finite differences d; are sampled from a uniform distribution on a sphere of
radius € for each evaluation of ¢ rp (i.e, the expert can be cheaply queried during training), Woolfe
et al. [2008, Theorem 3.15] shows that

0.8vd

7 A Tk 1
o (6 ml < 0 (Zoenleim, (50) + eLane ).

with probability 1 — (, where d is the dimensionality of the state space. This suggests that provided
the expert can be requeried each iteration, N < d finite differencing terms can be used.

C.3 Experimental results

Ant Walker2d HalfCheetah Humanoid

s

E 0.75-
3

K os0-
E

£ 0.251
z '

0.00- 15 30 45 15 30 45 15 30 45 15 30 45
— BC —— TaSIL  -——--- 1-FD TaSIL ~ ------ 5-FD TaSIL 10-FD TaSIL 50-FD TaSIL

Figure 3: Mean normalized reward for vanilla Behavior Cloning, Behavior Cloning with TaSIL loss, and
Behavior Cloning with finite-differencing based TaSIL. The average across 5 random seeds is shown.

32



We perform several experiments using finite differencing to approximate minimizing the higher order
derivatives. Figure 3 shows configurations with 1, 5, 10, and 50 difference vectors across different
MuJoCo environments. The different vectors drawn from a uniform distribution over a sphere of
radius 0.01. The difference vectors were drawn once for each state-action pair and did not change
during training. This was done to simulate the effect of getting progressively closer to using the full
standard basis with additional finite differencing terms.

For Walker2d and HalfCheetah with a state dimension of 17, finite difference with a single random
vector is sufficient to achieve performance on par with TaSIL using the explicit Jacobians. Humanoid
and Ant with higher dimensional observation spaces (376 and 111 dimensions respectively) also
show significant improvements the more finite differences are used.

D Additional information for stability experiments

Theorem D.1. The system

(A (xe) + wl])

Tyl 27755‘1t+(1—77)"7
is 0-1SS around m,(x) = —h(x) with class K function .

Proof. We can prove this directly using

lperi(€r, {ur}t=) — o1 (&2, {01
n(per1(81) — e41(82)) + (1 —n) - 7(I|||hh((atxtg)juﬁ|||)

< nller+1(61) = pra1 (€I + (1 = n)y([[A(ze) + well)

(h(x¢) + ug)

Since ¢(&1) = & and p1(&2) = & we can solve the recursion

t—1
loe(Er, {undi=s ) = @u(€ A0S NI < 1'llén = &l + D n* (L = n)y(llh(ar) + url)
k=0

<n'll& = &l + v (lh(@) + ulls)

O]

Experiment details The expert MLP has two hidden layers of 32 units each with GELU
activations while the learned policy has three hidden layers of 64 units and GELU activations.
Expert weights were initialized using Lecun Normal initialization LeCun et al. [2012] for the kernels
and drawn form a normal distribution with ¥ = 0.11 for the biases. The learned policy weights are
initialized using orthogonal intialization for the kernels and zeros for the bias.

For all stability experiments we train on 20 trajectories of length T" = 100. Initial states were sampled
from a standard normal distribution. The state-action pairs are shuffled independently into batches
of size 100 and weight updates were performed using the Adam optimizer with 81 = 0.9, 82 = 0.999,
and € = 1 x 1074, The training rate was decayed with a cosine learning rate decay using an initial
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rate of & = 1 x 1073, We additionally employed ¢2 weight regularization with A = 0.01. All training
is run for 4500 iterations on our internal cluster.

To weight the various derivative terms for the different TaSIL losses we use A\g = 1, A\; = 1, and
Ao = 10.

E Additional information for MuJoCo Experiments

We use a f-decay-rate of p = 0.5 for DAgger and a = T'Tr[X] for DART, the same parameters
used by Laskey et al. [2017] for their Mujoco experiments. For DART, we use an independent
sample of 5 trajectories to update the noise statistics. The same optimization setup from the
stability experiments was used, with a batch size of 100, Adam optimizer with 5; = 0.9, 83 = 0.999,
e =1 x 107%, cosine learning rate scheduling with an initial learning rate of 1 x 1072 decaying over
the entire training duration of 4500 epochs, and ¢? weight regularization with A = 0.01.

We train over 4500 epochs for all experiments with a training and test trajectory length of 7" = 300.
All TaSIL losses use A\g = 1. A\; = 0.01 is used for the jacobian term in the 1-TaSIL loss.

Similar to Laskey et al. [2017], DAgger rollout policies and DART noise statistics were updated
sparsely rather than after every trajectory. We performed updates after 1,5, 20, and 30 trajectories.
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